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Executive Summary 

This deliverable is part of Work Package 4 - DRIMPAC demonstration &validation activities and it is 

associated with Task 4.6 - Results validation & consumer satisfaction assessment. 

The main scope of this deliverable is to provide a report on the pre-evaluation deployment and data 

gathering activities, aiming to establish the proper on-site operation of the system and estimate the 

baseline at the pilot sites. The methodology to achieve this describes all the steps followed towards the 

baseline estimation. 

The first step was to retrieve the data using a dedicated Application Programming Interface, which 

communicated all the data received from the installed smart boxes and smart meters across the pilot 

sites. Afterwards, the useful data points had to be filtered, cleaned, and put in the right form for the data 

analysis. 

The second step was to perform an exploratory data analysis for all cases (before running the actual 

models) to reveal the structure of the data and detect empirical phenomena. For example, in more than 

one case, the exploratory data analysis “warned” us that the results of the multivariate regression analysis 

will not be sufficient. 

Finally, in the third step we tested our models using actual data and compared their performance. The 

three different models we developed are: (i) a multivariable linear regression model which predicts the 

baseline energy consumption based on several independent variables, (ii) a univariate linear regression 

model with time series using the lag (time-shift) feature and, (iii) a deep learning Convolutional Neural 

Network model. The root mean squared error has been chosen as the main metric to compare the 

performance of each model. The root mean squared error is more punishing of forecast errors and its 

main advantage is that its units are the same as the value that is predicted. 

The quality and the number of available data were the two main factors affecting the quality of the 

results. The multivariate regression analysis model was reliable only for one case (German pilot). The 

obtained results for the rest of the cases were not satisfactory as in general the multivariate regression 

analysis failed to capture the time-dependency, which is the main feature of a time-series variable. The 

univariate regression analysis using the time-shift feature is a good alternative to the multivariate 

analysis, especially when data availability is limited. On the other hand, the convolutional neural 

networks models outperformed the regression analysis models in all cases. Especially for the pilot sites 

for which a significant amount of data was available (France, Cyprus), this deep learning technique 

achieved remarkable results. 
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1.  Introduction 

1.1 Scope and Objectives of the Deliverable 

This deliverable belongs to Work Package 4 - DRIMPAC demonstration &validation activities and it is 

associated with Task 4.6 - Results validation & consumer satisfaction assessment. Task 4.6 aims to 

perform an overall analysis and evaluation of the pilot operation phase of the project across the pilot sites 

based on the methodology of T1.5. A consolidated evaluation will take place for providing individual, 

aggregated and comparative assessments of pilot results considering several aspects, including: a) the 

technical performance of the DRIMPAC solution, b) its effectiveness in reducing building energy costs, 

facilitating self-consumption and increased participation of consumers in the market, c) its efficiency in 

discovering and delivering the expected demand flexibility to satisfy retailer and grid operator requests, 

d) the interactions between the system and human users and how closely it complied with their inferred 

or stated preferences, e) the overall satisfaction and acceptance of the pilot users. 

The main scope of this deliverable is to provide a report on the pre-evaluation deployment and data 

gathering activities, aiming to establish the proper on-site operation of the system and estimate the 

baseline at the pilot sites. 

1.2 Other DR projects 

For the development of this deliverable, similar work that has been carried out by other projects 

performing research on the field of Demand Response has been considered. There are various projects 

that have already developed their measurement and verification methodology and similar works have 

been studied to obtain the most up-to-date result. In this Section, we briefly present some of the other 

projects in the field of demand response.  

In the project DR-Bob, the benefits of DR in terms of economic and environmental metrics are 

highlighted. Focus is given on buildings as manageable units in several pilots. Specifically in this project, 

there is a measurement and verification methodology for quantitative and qualitative KPIs, which is 

considered as relevant work for this deliverable. In DRIVE [1], a DR management platform is created 

for enabling aggregators to implement DR programs and for facilitating user interaction. The OpenADR 

standard is also used. The RESPOND project [2] focuses on DR response applied on buildings or even 

districts. The concept is that energy monitoring is used and automatized systems to achieve a DR result 

that takes into account in real-time, comfort levels and indoor-outdoor conditions. The FLEXCoop 

project introduces a tool for DR, which is directed to aggregators and end-users in order implement DR. 

The available tool(s) provided, entail load and generation forecast which take into account comfort levels; 

the goal is to facilitate the participation in DR both from the end-users’ point of view and the aggregators. 

In the eDREAM project [3], local capacities and virtual power plants are considered, whereas ledger 

technologies are used for transforming the traditional energy market. The FLEXICIENCY project [4] 

supports interactions between players of the open market and offers services like flexibility, monitoring, 

and control. In the NOBEL-GRID project [5], the active participation of customers in DR programs is 

promoted, while RES integration is pursued. For the project realization, advanced ICT 

telecommunication technologies have been used and business models have been proposed. Pilot sites are 

also used to verify the proposed solutions. Finally, the P2P-SmarTest project [6] promotes real-time 

network control, energy trading, and network optimization through advanced ICT technologies. DR 

actions are adopted for this purpose. 

1.3 Structure of the Deliverable 

The structure of this deliverable is as follows: 

In Chapter 2 we present the methodology followed throughout this deliverable. We describe, among 

others, the procedure we follow to access and acquire the datasets from the pilot sites and how we perform 

the exploratory data analysis and the actual energy baseline estimation. Chapters 3 to 6 present the actual 

data analysis for specific cases across all pilot sites. Finally, the conclusions are drawn in Chapter 7. 
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1.4 Relation to Other Tasks and Deliverables 

The present report complements D1.5 - Performance Measurement & Verification Methodology, which 

presented the methodology to be followed in the DRIMPAC project, as far as Performance Measurement 

and Verification (PMV) is concerned. Using this methodology, the various outcomes of the project will 

be evaluated. The outcomes refer to many aspects, from technologies and services to business models 

and stakeholders’ satisfaction. The work developed in this deliverable will support the validation 

activities during the deployment of DRMPAC DR programs (Deliverable 4.8 - DRIMPAC solution 

holistic evaluation). 
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2. Methodology 

2.1 Exploratory data analysis 

Exploratory data analysis (EDA) is best described as an overarching analytic attitude characterized as 

“detective work designed to reveal the structure or patterns in the data”. Put simply, when confronted 

with a data set, EDA tries to answer the simple question, “What is going on here? and aims to build a 

rich mental model of the data. The goal is simply to understand the structure of the data, and this 

understanding goes on to serve all kinds of analytic goals: indicating whether statistical assumptions are 

met, identifying outliers, suggesting future hypotheses, uncovering empirical relationships, identifying 

potential transformations, and suggesting appropriate models for the data). In this way, EDA is the 

statistical embodiment of inductive research; through its visualization and quantitative techniques, EDA 

comprises the research practices that allow researchers to detect empirical phenomena [7]. 

The large-scale deployment of smart metering solutions makes it easier to monitor, with high granularity, 

energy consumption in buildings. Energy consumption takes place for the fulfilment of different types 

of needs e.g., heating, cooling, lighting, etc. during different period within a day and in different ways 

between seasons. Ambient conditions in the geographic area where energy consumption takes place may 

be an important determinant of demand. For a meaningful exploratory data analysis, the data on energy 

consumption and the potential determinants of demand should be available with a timestamp. This 

condition simplifies the investigation of potentials correlations of the dependent variable, i.e., energy 

demand with the independent variables, i.e., the chosen predictors. 

 

The required data to perform the exploratory data analysis was acquired through an automated process 

from the pilot sites using a rest application programming interface (see section 0) for time-series data 

retrieval. The total duration of the data points collected through the API varied depending on the 

functionality of equipment installed in the pilots’ sites, as well as from their operational capability. 

 

The description of the loads commissioned in a single or multiple buildings was provided using an 

additional API, namely the “Prosumers configuration retrieval API”. The information received from this 

API describes in detail the several pieces of equipment installed in all four pilot sites. In total 671 unique 

prosumer-uuids were identified, corresponding to 67 different buildings/structures, residential or 

commercial, for three (out of four) pilot sites. More specifically, 54 prosumer-uuids belonged to the 

Spanish pilot, 10 to the French pilot, 2 two the German pilot and 1 to the Centre for Research & 

Technology (CERTH) in Greece. 

 

For the needs of this work, energy consumption data from the pilot sites were made available for analysis. 

A granularity of 15 minutes and/or 30 minutes (depending on the data availability) was considered for 

the needs of the analysis. The potential energy demand determinants included, the relative humidity (%), 

the ambient temperature (oC) and the space luminance (Lumen). The aforementioned measures refer to 

indoor values obtained from the installed smart boxes. In one case where data for the luminance was not 

available, we used the global horizontal irradiance as predictor. 

2.2 Data access, acquisition, and process 

All data has been acquired using the dedicated RestAPI and in particular, the feature for timeseries data 

retrieval. The procedure we followed is briefly described below: 

• We used a POST request to obtain a user authentication token utilizing the corresponding user 

authentication API. The authentication was necessary to ensure that only trusted users had access 

to the data. 

• We used a GET request to ask for the data to be used in the data analysis using the timeseries 

data retrieval API. The most important parameters were: 

o startDate: The starting point for collecting the data given in a "yyyy-MM-

ddTHH:mm:ss.SSSZ" format. 

 
1 By 15th September 2021. It is possible that since that date, additional prosumers have been added. 
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o endDate: The ending point for collecting the data given in a "yyyy-MM-

ddTHH:mm:ss.SSSZ" format. 

o interval: The amount of time in between timeseries data based on selected interval unit. 

o size: The required amount of timeseries objects per page. 

o itemUUID: The item uuid to retrieve timeseries data for. The itemUUID is a unique 

identifier that defines the type of the load measured (total metering, HVAC, light, etc.), 

the measurement unit (watt, kilowatt-hour, voltage, current, etc.), the location of the 

measurement (living room, kitchen, etc.), ambient temperature, humidity, etc. 

• All data arrived in JSON format. To use the data for data analysis, a cleansing process took place. 

As the JSON file included many pieces of unnecessary information, we had to extract the useful 

data and store them in a suitable format to be used at the later stage of ML analysis. 

• The cleansed data was stored as CSV files so as they can be used for the data and ML analysis. 

2.3 Handling the missing values 

In statistics, imputation is the process of replacing missing data with substituted values. There are three 

main problems that missing data causes: missing data can introduce a substantial amount of bias, make 

the handling and analysis of the data more arduous, and create reductions in efficiency [8]. 

 

There are three main types of missing data: 

• Missing completely at random (MCAR): When data are MCAR, the fact that the data are missing 

is independent of the observed and unobserved data. In other words, no systematic differences 

exist between participants with missing data and those with complete data. 

• Missing at random (MAR): When data are MAR, the fact that the data are missing is 

systematically related to the observed but not the unobserved data. 

• Not missing at random (NMAR): Missing not at random (NMAR). When data are NMAR, the 

fact that the data are missing is systematically related to the unobserved data, that is, the 

missingness is related to events or factors which are not measured by the researcher. 

In our case, as the time series data was retrieved using the Rest API, there were some particularities 

related with the missing values: 

• When the corresponding smart box/smart meter was offline, no data was transmitted at all. This 

created an irregularity regarding the continuity of the time-series data. The period during which 

the smart boxes were offline was completely omitted including the timestamp. Due to the high 

number of the total data points and the random deactivation of the smart boxes, it was not 

straightforward to identify and replace the missing values. However, it is estimated that the 

missing values were less than 2% of the total available data points. 

• When the smart boxes were online but for some reason the data values were not recorded 

correctly, we used the integrated “fillGaps” API parameter to replace possible data gaps based 

on the interval unit selection with the previous value. It is estimated that less than 1% of the 

missing data values were replaced with this method. 

• Finally, as mentioned in the previous section, the potential energy demand determinants included 

(apart from prior energy values), the relative humidity, the ambient temperature, and the space 

luminance (lumen). However, for a specific period not all the quantities had the same vector size, 

as this was dependent on the corresponding sensor measuring the quantity. Thus, we had to use 

the vector with the minimum size and adjust to it the data of the reset quantities. 

2.4 Energy baseline 

The capacity of an organization to adequately forecast its energy demand could potentially add value to 

the coordination of its activities e.g., participation in DR programs managed by electricity DSOs and 

aggregators, for the financial and organizational benefit of the organization. 

 

To estimate the energy baseline, we used the following methods/models: 
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• We constructed a multivariable linear regression model which predicts the baseline energy 

consumption based on a number of independent variables. This method is suggested by several 

European Standards [9][10]. 

• We used linear regression with time series using the lag (time-shift) feature. To make a lag 

feature we shift the observations of the target series so that they appear to have occurred later in 

time. 

• We used a deep learning Convolutional Neural Network model (CNN). CNN models can be 

applied to time series forecasting [11]. There are many types of CNN models that can be used 

for each specific type of time series forecasting problem. In particular, we developed a model for 

multi-step time series forecasting. 
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3. Spanish Pilot (My Energia) 

3.1 Introduction 

The Spanish pilot site entails three groups of facilities, which are described as follows: 

 

Joven Futura residential neighborhood: 

It comprises of 4 independent buildings, each one of which has 8 stories and 30 flats. The total area of 

the flats house is around 6,500 m2. An external facility manager manages the buildings. There is a total 

electricity consumption of 100 MWh with an annual cost of 19,000 euros. Smart meters exist in all 

houses, whereas smart thermostats exist in some of the houses.   

 

Parque Cientifico de Murcia: 

This is an office building covering an area of 3,600 m2, including offices, meeting rooms, an auditorium, 

a kitchen, etc. This building is powered by electricity and has a total annual consumption of around 1.5 

GWh with a total cost of 160,000 euros. Nevertheless, 75% of the energy consumption is demanded by 

a Data Centre, being the offices and the general services of the building use the 25% left. Smart devices, 

like thermostats, temperature/ luminance sensors are also present.    

 

Magalia Business Centre:  

This is an office building that covers a total area of 7,800 m2. Apart from offices, the building entails an 

auditorium, an underground parking, a restaurant, a kitchen, and meeting rooms. An in-house facility 

manager is managing the building. The building is powered only by electricity, with a total annual 

consumption of 120 MWh and an average annual energy cost at 12,000 euros. Smart devices are already 

there, like smart thermostats and temperature / light sensors. 

 

Table 1 summarises the description of the Spanish pilot including all the types and number of buildings 

and the associated energy resources. 

Table 1 Updated pilot size – Spain 

Types and 

no. of 

building 

DRIMPAC 

Customers 

Number of 

End-users 

Energy 

sources 
Assets 

Self-

consumption 

Use cases 

4 residential 

2 office 

buildings 

Joven Futura 

(Residential): 55 

apartments 

158 

Electricity 

 

Electricity, 

dynamic 

tariffs, 

smart 

meters 

- 

Parque 

Cientifico 

(Commercial): 

17 rooms 

182 

Magalia 

(Comercial): 22 

rooms 

215 

 

For additional information regarding the Spanish Pilot and the installed equipment, the reader may refer 

to DRIMPAC D1.5. “Performance Measurement and Verification Methodology” and D4.5 “Plan for the 

deployment of the DRIMPAC solution and required equipment to pilot premises” 
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3.2 Exploratory data analysis 

As mentioned in section 2.1, the majority of prosumer-uuids belong to the Spanish pilot. To test our 

models, we selected one of the residential prosumer-uuids2. However, the same approach can be followed 

for the rest buildings/apartments. The specific details are shown in Table 2: 

 

Table 2 Identifiers for the prosumer at Spanish pilot site 

Prosumer-uuid Prosumer-label Prosumer-type Prosumer-country 

XXXX079b-a346-11eb-9d61-

960000500b98 

DRMIWR009 Residential (R) Spain (ES) 

 

This prosumer-uuid corresponds to a residential apartment of the Joven Futura residential complex of 

dwellings. The collected data cover the period from the 22nd of April 2021 until the 5th of October 2021, 

with a 30-minute granularity. More details on the collected data are given in Table 3 below: 

Table 3 Data description for the Spanish Pilot 

Metric type Item-uuid Item unit Load type 

Energy XXXX 8a4-a346-11eb-9d61-960000500b98 kWh Total metering 

Ambient 

Temperature 

XXXX d78b-a346-11eb-9d61-960000500b98 Celsius Sensing 

Relative 

Humidity 

XXXX d78a-a346-11eb-9d61-960000500b98 Percentage Sensing 

Luminance XXXX d78c-a346-11eb-9d61-960000500b98 Lumens Sensing 

 

Figure 1 shows a number of descriptive statistics for the specific dataset. The available statistics comprise 

the mean values, standard deviation, the minimum and maximum values, as well as three quartiles (25%, 

50% and 75%).  

 

 

Figure 1 Descriptive statistics for the Spanish pilot 

There is a total of 7344 datapoints, each one corresponding to a 30-minute interval providing 153 days 

of information. The average power consumption (for the period of 30 minutes) is 0.197 kWh, while the 

maximum is 2.31 kWh. The total energy consumption is 1450.63 kWh. The average ambient temperature 

is 26.94 degrees Celsius, with the minimum temperature reaching 17.92 degrees and the maximum 30.45. 

The average relative humidity is 53.14% with the lowest value being 26.33% and the highest 76.45%. 

Finally, the average luminance is 7.17 Lumens. 

 

Figure 2 below shows the line plots for all four types of metrics. 

 
2 For security reasons, the four initial digits of all UUIDs are hidden, as they are part of the overall system 

encryption. 
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Figure 2 Line plots for energy (kWh), ambient temperature (oC), relative humidity (%) and 

luminance (Lumens) at the Spanish pilot site 

One may notice the peaks in energy consumption the gradual increase in temperature, which is justified 

as the summers in Spain tend in general to be hot. Humidity shows a seasonal trend with lower values 

during daytime and higher values during nights. 

 

Another important area to consider is the distribution of the variables. For example, it may be interesting 

to know if the distributions of observations are Gaussian or some other distribution. We can investigate 

the distributions of the data by reviewing histograms (Figure 3). 
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Figure 3 Histogram plots for energy, ambient temperature, relative humidity, and luminance at 

the Spanish pilot site 

We can see that the distribution of energy consumption across the 153 days of data is unimodal with the 

peak around 0.2 kWh. There is a long tail on the distribution to higher kilowatt-hour values. For the 

temperature, we can see that the peaks are shifted up around 28-29 degrees (due to the warm weather in 

Spain during summer) and shifted down for the lower temperatures. The relative humidity forms a normal 

distribution with a mean around 55%. 

 

Finally, Figure 4 illustrates the correlation heatmap. Correlation heatmap is a graphical representation of 

correlation matrix representing correlation between different variables. The value of correlation 

coefficient can take any values from -1 to 1. 

• If the value is 1, there is positive correlation between two variables. This indicates that when one 

variable increases, the other variable also increases. 

• If the value is -1, there is negative correlation between two variables. This means that when one 

variable increases, the other variable decreases. 

• If the value is 0, there is no correlation between two variables, indicating that the variables 

change in a random manner with respect to each other. 

 

Figure 4 Correlation heat map among energy, ambient temperature, relative humidity, and 

luminance at the Spanish pilot site 

The heatmap reveals a very small correlation among the four metrics, providing us already with an idea 

about the results of the multivariate regression analysis that follows. 

3.3 Energy baseline 

Given the rise of smart electricity meters and the wide adoption of electricity generation technology 

like solar panels, there is a wealth of electricity usage data available. This data represents a multivariate 

time series of related variables, that in turn could be used to model and even forecast future electricity 

consumption. In this section, we present the results of the analysis based on three different approaches. 
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 Multivariate Regression Analysis 

Multivariate regression is a supervised machine learning algorithm involving multiple data variables for 

analysis. A multivariate regression is an extension of multiple regression with one dependent variable 

and multiple independent variables. Based on the number of independent variables, we try to predict the 

output. In our case, the independent variables are the ambient temperature, the humidity, and the 

luminance. 

Separating data into training and testing sets is an important part of evaluating data models. Typically, 

when data are separated to a training set and testing set, most of the data is used for training, and a smaller 

portion of the data is used for testing. Thus, we allocated 70% of the datapoints to the training set (5140 

out of the 7344) and the rest 30% to the test set (2204 out of the 7344). 

We used two evaluation metrics to evaluate the performance of the mode. 

• Coefficient of determination (R2): A metric that tells us the proportion of the variance in the 

response variable of a regression model that can be explained by the predictor variables. This 

value ranges from 0 to 1. The higher the R2 value, the better a model fits a dataset. 

• Root Mean Squared Error (RMSE): A metric that tells us how far apart the predicted values are 

from the observed values in a dataset, on average. The lower the RMSE, the better a model fits 

a dataset. The units of the energy consumption are kilowatts-hours, and it would be useful to 

have an error metric that is also in the same units. Both RMSE and Mean Absolute Error (MAE) 

fit this bill, although RMSE is more commonly used and will be adopted in this case. Unlike 

MAE, RMSE is more punishing of forecast errors. 

Table 4 presents the linear coefficients for the multivariate linear regression models for the energy 

consumption in the residential apartment of the Spanish pilot site. 

Table 4 Linear model coefficients for energy consumption in the residential apartment of the 

Spanish pilot 

Index Coefficient Value Intercept 

1 Ambient temperature -0.0088  

0.605 2 Relative humidity -0.0033 

3 Luminance  0.0002 

 

The coefficient of determination is 0.0478 or 4.78% which implies that the predictor variables can 

explain only a very small portion of the variance in the response variable (energy). The root mean square 

error is 0.218. Considering that the mean value of the energy consumption (for the whole dataset and for 

the period of 30 min) is about 0.2 kWh (see Figure 1), the value of the RMSE is not acceptable. Both 

evaluation metrics confirm what we were expecting, based on the exploratory data analysis. That is, the 

temperature, the relative humidity and the luminance are not good predictors for the energy consumption. 

In general, the multivariate regression model was not able to capture the time dependency which is the 

main characteristic of a time-series dataset. 

 

 Univariate Linear Regression with Time Series 

The basic object of forecasting is the time series, which is a set of observations recorded over time. In 

forecasting applications, the observations are typically recorded with a regular frequency, like daily or 

monthly. In this section, we will use the linear regression algorithm to construct the data model. Linear 

regression is widely used in practice and adapts naturally to even complex forecasting tasks. One should 

note that for this model, we have dropped all the predictors variables we used in the previous section 

(i.e., temperature, humidity, and luminance), and we kept only the historical values of energy 

consumption. As we showed in the previous section, these variables failed to adequately predict the 

energy consumption, thus we can drop them. 

 

There are two kinds of features unique to time series: time-step features and lag features. We focus on 

the lag feature. To create a lag feature we shift the observations of the target series so that they appear to 

have occurred later in time. In our case we have created a 1-step lag feature, though shifting by multiple 

steps is possible too. Linear regression with a lag feature produces the model: 
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Target = weight*lag + intercept 

 

Lag features allow us fit curves to lag plots, where each observation in a series is plotted against the 

previous observation. 

When creating lag features, we need to decide how we substitute the missing values produced. Filling 

them in is one option, perhaps with 0.0 or "backfilling" with the first known value. Instead, since in our 

case the missing value is just one, we dropped it, making sure to also drop the value in the target from 

corresponding dates. 

The lag plot below (Figure 5) shows how well we were able to fit the relationship between the energy 

consumption data (30-minute interval), and the same data shifted by one step. 

 

Figure 5 Lag plot of energy consumption for the Spanish pilot 

The weight (coefficient) for the model is 0.619, while the intercept is 0.0759 forming the following 

relationship: 

y = 0.619x + 0.0759 

The coefficient of determination (R2) for the model is 0.379 or 37.9%, which outperforms the R2 of the 

multivariate regression model, as seen in the previous section. The RMSE is 0.1746. If, however, we 

calculate the R2 for just one week of data (e.g., the last one, which corresponds to 336 30-minute 

intervals), we will see that the accuracy of the model is decreased. More specifically, in this case the R2 

drops to 0.192 or 19.2%. However, the RMSE value has been improved reaching 0.1478 (the closer the 

values to 0, the better). 

What does this prediction from a lag feature mean about how well we can predict the series across time? 

The following time plot shows us how our forecasts now respond to the behavior of the series in the 

recent past. 
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Figure 6 Time plot of actual and predicted energy values at the Spanish pilot 

The dots represent the actual datapoints, while the blue lines the predicted ones. Figure 7 illustrates the 

same time plot, but only for a predicting period of one week. 

 

 
 

Figure 7 Time plot of actual and predicted energy values for a period of one week at the Spanish 

pilot 

One may notice that the accuracy of the algorithm is better for the relatively low values (from 0.1kWh 

to 0.3kWh), while it is decreased for higher values of energy consumption. 

 

 Convolutional Neural Networks 

Convolutional Neural Network models (CNN) can be applied to time series forecasting. There are many 

types of CNN models that can be used for each specific type of time series forecasting problem. In this 

section we focus on how to develop a CNN model for multi-step univariate time series forecasting and 

we will explore a very specific question: Given recent energy consumption, what is the expected energy 

consumption for the week ahead? This requires that a predictive model forecasts the total energy for each 

day (divided in 48 30-minute time intervals) over the next seven days. Technically, this framing of the 

problem is referred to as a multi-step time series forecasting problem, given the multiple forecast steps. 

A model that makes use of multiple input variables may be referred to as a multivariate multi-step time 

series forecasting model. 

The performance metric for this problem will be the RMSE for each lead 30-minute time interval from 

day 1 to day 7, resulting in a total of 336 30-minute intervals. As a short-cut, it may be useful to 

summarize the performance of a model using a single score to aide in model selection. One possible 

score that could be used would be the RMSE across all forecast days. We will use the first 146 days of 

data for training the predictive model and the final 7 days for evaluating the model. 

The model will be evaluated using a scheme called walk-forward validation. This is where a model is 

required to make a one-week prediction, then the actual data for that week is made available to the model 

so that it can be used as the basis for making a prediction on the subsequent week. This is both realistic 

for how the model may be used in practice and beneficial to the models allowing them to make use of 

the best available data. A way to create more training data is to change the problem during training to 

predict the next seven days given the prior seven days, regardless of the standard week. This only impacts 

the training data; the test problem remains the same: predict the daily power consumption for the next 

standard week given the prior standard week. We then iterate over the time steps and divide the data into 

overlapping windows; each iteration moves along one time step and predicts the subsequent seven days 

consisting of 336 30-minute time intervals. 

The next step is to define and fit the CNN model on the training data. This multi-step time series 

forecasting problem is an autoregression. Thus, it is likely best modeled where that the next seven days 

is some function of observations at prior time steps. We use a model with one convolution layer with 16 

filters and a kernel size of 3. This means that the input sequence of seven days will be read with a 

convolutional operation three-time steps at a time and this operation will be performed 16 times. A 
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pooling layer will reduce these feature maps by 1/4 their size before the internal representation is 

flattened to one long vector. This is then interpreted by a fully connected layer before the output layer 

predicts the next seven days in the sequence. As mentioned earlier, we will use the mean squared error 

loss function as it is a good match for our chosen error metric of RMSE. We will use the efficient Adam 

implementation of stochastic gradient descent and fit the model for 20 epochs with a batch size of 4 [12]. 

 

Running the case fits and evaluates the model. The RMSE across all 48 forecast 30-minute time intervals 

(one day in total) is 0.054. We can see in this case that the model was skillful as compared to both 

univariate and multivariate regression models we tested in the previous sections. A plot of the 30-min 

RMSE across all 48 forecast intervals is given below. 

 

Figure 8 Line plot of RMSE for the 48 (30-minute) predicted intervals for the Spanish pilot 

Figure 8 shows the RMSE for each one of the 48 predicted 30-minute time intervals. As the dataset starts 

from 9:00 am, the first step corresponds to that time, with the final 48th step corresponding to 8:30 am of 

the next day. The higher RMSE values show that in general these specific time intervals are harder to 

predict, while the ones with lower RMSE are easier. 
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4. German Pilot (SWT) 

4.1 Introduction 

The pilot site comprises of residential and office buildings. The administration (office) building covers 

an area of 1,100 m2 including 127 offices and 216 employees. The annual electricity consumption 

reaches 1,1 GWh, whereas the annual gas consumption reaches 1,65 GWh. The annual average costs 

reach 209,000 and 66,000 euros, respectively. Two gas boilers with a total capacity of 240 kW exist in 

the pilot site, which can contribute to the overall demand flexibility via shifting and shedding. WLAN is 

available, whereas energy monitoring is done for one floor (UtilitEE-project). One floor is planned to 

participate in the DRIMPAC project with 6-8 offices. Table 5 provides a detailed description of the 

current and updated status of the German pilot premises. 

Table 5 Updated pilot size - Germany 

Types and 

no. of 

building 

DRIMPAC 

Customers 

Number 

of 

End-

users 

Energy 

sources 
Assets 

Self-

consumption 

Use cases 

16 detached 

houses, 8 

apartments, 

1 office 

building 

Administration 

Building 

(Commercial): 6 

offices 

8 

Electricity 

 

Electricity, 

Power-to-

Heat, EVs 

Building-

level Self-

consumption 

(PV own 

consumption 

with overall 

37 kW 

installed PV 

power 

Swimming Pool 

& Sauna 

Facilities 

(Commercial 

with RES): 2 

offices + 

swimming pool3 

- 

Residential 

apartments and 

detached houses 

(Residential): 24 

apartments 

35 

 

4.2 Exploratory data analysis 

By September 15th, 2021, only two prosumer-uuids were available for the German pilot. However, since 

early October 2021, more smart boxes have been installed increasing the number of available prosumers-

uuids. At first, we tried to collect data from the initially installed prosumer smart boxes aiming for higher 

data availability. Unfortunately, the connection with the REST API for these specific prosumers was not 

possible. Consequently, we had to collect the necessary from another prosumer-uuid, which has been 

operational since 11th October 2021. As a result, the available data to train the models and estimate the 

baseline energy load are limited to the period of one month. 

To test our models, we selected one of the residential prosumer-uuids. However, the same approach can 

be followed for the rest buildings/apartments. The specific details are shown in Table 6. 

Table 6 Identifiers for the prosumer at German pilot site 

Prosumer-uuid Prosumer-label Prosumer-type Prosumer-country 

XXXXb035-1f8f-11ec-9d82-960000500b98 DRSWTR016 Residential (R) Germany (DE) 

 

 
3  
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This prosumer-uuid corresponds to a residential apartment. The collected data cover the period from the 

11th October 2021 until 14th of November 2021, with a 30-minute granularity. More details on the 

collected data are given in Table 7. 

Table 7 Data description for the German Pilot 

Metric type Item-uuid Item unit Load type 

Energy XXXX5f98-2a9c-11ec-9d90-960000500b98 kWh Total metering 

Ambient 

Temperature 

XXXXaeec-2a9d-11ec-9d90-960000500b98 Celsius Sensing 

Relative 

Humidity 

XXXXaeeb-2a9d-11ec-9d90-960000500b98 Percentage Sensing 

Luminance XXXXaeed-2a9d-11ec-9d90-960000500b98 Lumens Sensing 

 

Figure 9 shows a number of descriptive statistics for the specific dataset. The available statistics comprise 

the mean values, standard deviation, the minimum and maximum values, as well as three quartiles (25%, 

50% and 75%). 

 

Figure 9 Descriptive statistics for the German pilot 

There is a total of 1584 datapoints, each one corresponding to a 30-minute interval providing 33 days of 

information. The average power consumption (for the period of 30 minutes) is 0.232 kWh, while the 

maximum is 1.659 kWh. The total energy consumption is 366.967 kWh. The average ambient 

temperature is 22.75 degrees Celsius, with the minimum temperature reaching 17.86 degrees and the 

maximum 27.51. The average relative humidity is 41.41% with the lowest value being 15.5% and the 

highest 57.5%. Finally, the average luminance is 19.8 Lumens. 

 

Figure 10 below shows the line plots for all four types of metrics. 
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Figure 10 Line plots for energy (kWh), ambient temperature (oC), relative humidity (%) and 

luminance (Lumens) at the German pilot site 

One may notice a form of seasonality regarding the energy peaks, while the outliers in the temperature 

plot might occurred due to some temporary malfunction of the sensor. As far as the relative humidity is 

concerned, we can see that from the beginning of November there is a gradual decrease of its values. 

Finally, one may notice that the line plot of luminance shows a similar seasonality with the one of energy. 

 

Another important area to consider is the distribution of the variables. For example, it may be interesting 

to know if the distributions of observations are Gaussian or some other distribution. We can investigate 

the distributions of the data by reviewing histograms (Figure 11). 

 

  

  

Figure 11 Histogram plots for energy, ambient temperature, relative humidity, and luminance at 

the German pilot site 

We can see that the distribution of energy consumption across the 33 days of data is unimodal with the 

most datapoints lying between 0.1 and 0.2 kWh. There is also a long tail on the distribution to higher 
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kilowatt-hour values. The temperature follows the normal distribution with most datapoints sitting 

around 23 degrees. The relative humidity seems also to form a normal but with a relatively higher 

standard deviation compared to the one of temperature. 

 

Finally, Figure 12 illustrates the correlation heatmap between the variables. 

 

Figure 12 Correlation heat map among energy, ambient temperature, relative humidity, and 

luminance at the German pilot site 

The heatmap reveals a strong correlation between the energy consumption and the luminance, a 

relationship which is also profound by looking at Figure 10. There is also a weaker negative correlation 

between the energy consumption and ambient temperature. 

4.3 Energy baseline 

In this section, we will implement the three approaches we used to estimate the energy baseline in the 

previous section. That is, the multivariate regression analysis, the univariate linear regression 

implementing the lag feature, and the convolutional neural networks. After the implementation of each 

model, we evaluate and compare their efficiency using the corresponding metrics. 

 Multivariate Regression Analysis 

For the multivariate regression analysis, we used 70% of the available data as our train set, while the rest 

30% was our test set. Table 8 shows the linear coefficients for the multivariate linear regression models 

for the energy consumption in the residential apartment of the German pilot site. 

Table 8 Linear model coefficients for energy consumption in the residential apartment of the 

German pilot 

Index Coefficient Value Intercept 

1 Ambient temperature 0.00606  

-0.00012 2 Relative humidity -0.00078 

3 Luminance 0.00673 

The coefficient of determination is 0.618 or 61.8% which implies that the model can explain a 

satisfactory portion of the variance in the response variable (energy). The RMSE is 0.12. We can see that 

the multivariate regression model is more skillful compared to the Spanish pilot site, with the predictor 

variables being able to explain the variance of energy consumption to a satisfactory extent. 

 

 Univariate Linear Regression with Time Series 

In this section we implement a univariate linear regression model using the lag feature. That is, we only 

use the historical data of energy consumption, shifted by one day (48 30-min intervals). The lag plot 

shown in Figure 13 shows how well we were able to fit the relationship between the energy consumption 

data (30-minute interval), and the same data shifted by one time interval. 
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Figure 13 Lag plot of energy consumption for the German pilot 

The weight (coefficient) for the model is 0.5, while the intercept is 0.0033 forming the following 

relationship: 

y = 0.5x + 0.117 

The coefficient of determination (R2) for the model is 0.2504 or 25.04%, which does not outperform the 

R2 of the multivariate regression model, as seen in the previous section. The RMSE is 0.228. Figure 14 

shows how the forecasts now respond to the behavior of the series in the recent past. 

 

Figure 14 Time plot of actual and predicted energy values at the German pilot 

The dots represent the actual datapoints, while the blue lines the predicted ones. One may see the 

moderate performance of the model, as the actual data-points are in many cases far from their predicted 

values (blue line). Figure 15 illustrates the same time plot, but only for a predicting period of the last 

week (336 30-min time intervals). 
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Figure 15 Time plot of actual and predicted energy values for a period of one week at the 

German pilot 

 Convolutional Neural Networks 

In this section, we use a deep learning model applied to time series forecasting (CNN model) and we 

compare its performance to the linear regression models presented in the previous sections. More 

information regarding the evaluation and the performance metrics we use for the CNN can be found at 

Section 3.3.3. 

One potential problem is that the 1632 available instances (1632 30-minute time intervals) are not a lot 

for a neural network. A way to create a lot more training data is to change the problem during training to 

predict the next day (48 30-minute time intervals) given the day, regardless of the standard day. This 

only impacts the training data; the test problem remains the same: predict the daily power consumption 

for the next day given the prior standard day. 

To evaluate this neural network, we used 1296 datapoints (27 days) as our train set, while 336 datapoints 

(7 days) were used as the test set. Running the case fits and evaluates the model. The RMSE across all 

48 forecast 30-minute intervals is 0.071. A plot of the 30-min RMSE across all 48 forecast intervals is 

given in Figure 16 below. 

 

Figure 16 Line plot of RMSE for the 48 (30-minute) predicted intervals for the German pilot 

Figure 16 shows the RMSE for each one of the 48 predicted 30-minute time intervals. As the dataset 

starts from 2:30 pm, the first step corresponds to this time, with the final 48th step corresponding to 2:00 

am of the next day. The higher RMSE values show that in general these specific time intervals are harder 

to predict. Thus, the results indicate that the most difficult time periods to predict are from 10:30 am to 

12.30pm (interval 41-45). 
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5. French Pilot (SOREA) 

5.1 Introduction 

The pilot site in France includes residential and tertiary buildings. The customers involved are clients 

of the SOREA electricity company, whereas the total number of customers accounts to over 15,000 end-

user meters.  

SOREA has an annual electricity distribution of 140 GWh, whereas the peak demand is around 42 

MW. Renewables like PVs and small hydro plants account for the 35% of the electricity produced. The 

goals set for the future are 60% for 2020 and 100% in 2030 with respect to the energy produced by 

renewables.  

In the pilot site, an office building will be used, which already contains sensors for temperature and 

light from previous research activities. The building’s annual consumption is 80 MWh with an energy 

cost of 6,400 euros and an area occupied of 800 m2. The office building is equipped with two electric 

vehicles charging stations and one electric vehicle. Their storage capacity will be potentially used for 

flexibility purposes. A monitoring and supervisory control system is also planned. In addition, solar 

panels with a capacity of 75 kW are also available, which can be used for self-generation test purposes 

and the effect on energy costs.  

The pilot site also includes two residential buildings, one of which contains 11 shops on its ground floor. 

Each building hosts 45 apartments each. Their annual energy consumption is 270 and 340 MWh with a 

cost of 28,000 and 35,000 euros respectively. During the pilot activities, the lower floor is planned to be 

used for control purposes, whereas the last two floors will host project interventions. The residents have 

already expressed their will to participate in the project’s research purposes. The residential buildings 

are equipped with smart meters. Smart home solutions are also predicted for the project, especially smart 

thermostats, whereas sensors are planned to be installed for better control of the devices via the 

“DRIMPAC smart box”. 

A detailed description of the current and updated status of the French pilot premises is presented in Table 

9. 

Table 9 Updated pilot size – France 

Types and 

no. of 

building 

DRIMPAC 

Customers 

Number 

of 

End-

users 

Energy 

sources 
Assets 

Self-

consumption 

Use cases 

2 residential 

1 Office 

building 

Le Palatin  + 

Rond-Point 

(Residential): 90 

apartments 

200 

 Electricity 

 

Electricity, 

PV, EVs, 

BMS, 

Smart 

Home 

solutions 

Building-level 

self-

consumption) 
Siège 

(Commercial): 

50 

 

 

5.2 Exploratory data analysis 

To test our models, we selected one of the residential prosumer-uuids. However, the same approach can 

be followed for the rest buildings/apartments. The specific details are shown in Table 10. 

Table 10 Identifiers for the prosumer at French pilot site 

Prosumer-uuid Prosumer-label Prosumer-type Prosumer-country 

XXXX6c51-438f-11eb-9464-0024e84abf93 SOISTR3 Residential (R) France (FR) 

This prosumer-uuid corresponds to a residential apartment. The collected data cover the period from 6th 

October 2021 until 28th of November 2021, with a 30-minute granularity. More details on the collected 

data are given in Table 11. 
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Table 11 Data description for the French Pilot 

Metric type Item-uuid Item unit Load type 

Energy XXXXfec4-4457-11eb-9464-0024e84abf93 kWh Total metering 

Ambient 

Temperature 

XXXXfa09-445a-11eb-9464-0024e84abf93 Celsius Sensing 

Relative 

Humidity 

XXXXfa08-445a-11eb-9464-0024e84abf93 Percentage Sensing 

Luminance XXXXfa0a-445a-11eb-9464-0024e84abf93 Lumens Sensing 

 

Figure 17 shows several descriptive statistics for the specific dataset. The available statistics comprise 

the mean values, standard deviation, the minimum and maximum values, as well as three quartiles (25%, 

50% and 75%). 

 

Figure 17 Descriptive statistics for the French pilot 

There is a total of 28560 datapoints, each one corresponding to a 30-minute interval providing 595 days 

of information. The average power consumption (for the period of 30 minutes) is 0.245 kWh, while the 

maximum is 2.7 kWh. The total energy consumption is 7015.21 kWh. The average ambient temperature 

is 20.28 degrees Celsius, with the minimum temperature reaching 16.39 degrees and the maximum 39.86. 

The average relative humidity is 51.6% with the lowest value being 22.91% and the highest 70.05%. 

Finally, the average luminance is 26.05 Lumens. 

 

Figure 18 below shows the line plots for all four types of metrics. 
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Figure 18 Line plots for energy (kWh), ambient temperature (oC), relative humidity (%) and 

luminance (Lumens) at the French pilot site 

The energy consumption plot, apart from a few extreme data points, shows an increased energy 

consumption during the winter months. This is possibly due to the use of additional electricity for heating 

purposes. The temperature values show higher peaks during the summer months of 2021 compared to 

the summer months of 2020, potentially due to the warmer summer of 2021. The humidity line plot 

displays a seasonal pattern, as one may see on average higher values during the autumn months. Finally, 

the luminance line plot reveals a bimodal pattern. 

 

Figure 19 below illustrates the histogram plots for all four variables (energy consumption, ambient 

temperature, relative humidity, luminance). 

  

 
 

Figure 19 Histogram plots for energy, ambient temperature, relative humidity, and luminance at 

the French pilot site 

We can see that the distribution of energy consumption across the 595 days of data is unimodal with the 

most datapoints lying between 0.1 and 0.2 kWh. There is also a long tail on the distribution to higher 
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kilowatt-hour values. The temperature data distribution appears to be bimodal with the first set of data 

points being between 18 and 20 degrees, while the second set between 22 and 23 degrees. The relative 

humidity seems to form a normal distribution, skewed to the right. Finally, as expected, most luminance 

data points lie between 0 and 30 Lumens. 

 

Finally, Figure 20 illustrates the correlation heatmap of the variables. 

 

Figure 20 Correlation heat map among energy, ambient temperature, relative humidity, and 

luminance at the French pilot site 

One may notice in Figure 20 that there is a negative correlation between energy and temperature and a 

(weaker) negative correlation between energy and humidity. In addition, there is a positive correlation 

between temperature and humidity. 

5.3 Energy baseline 

Similar to the previous pilot sites cases, we implement three approaches to estimate the energy baseline. 

That is, the multivariate regression analysis, the univariate linear regression implementing the lag feature, 

and the convolutional neural networks. After the implementation of each model, we evaluate and 

compare their efficiency using the corresponding metrics. 

 Multivariate Regression Analysis 

For the multivariate regression analysis, we used 70% of the available data as our train set, while the rest 

30% was our test set. Table 12 shows the linear coefficients for the multivariate linear regression models 

for the energy consumption in the residential apartment of the French pilot site. 

Table 12 Linear model coefficients for energy consumption in the residential apartment of the 

French pilot 

Index Coefficient Value Intercept 

1 Ambient temperature -0.063  

1.887 2 Relative humidity -0.0062 

3 Luminance -0.0004 

 

The coefficient of determination is -2 which implies that the predictor variables cannot explain any of 

the variance in the response variable (energy). The root mean square error is 0.21. Considering that the 

mean value of the energy consumption (for the whole dataset and for the period of 30 min) is about 0.245 

kWh (Figure 17), the value of the RMSE is not acceptable. Both evaluation metrics confirm that for the 

specific case, the temperature, the relative humidity, and the luminance are not good predictors for the 

energy consumption and the multivariate regression model was not able to capture the time dependency 

which is the main characteristic of a time-series dataset. 

 

 Univariate Linear Regression with Time Series 

In this section we implement a univariate linear regression model using the lag feature. That is, we only 

use the historical data of energy consumption, shifted by a period of one day (48 30-min time intervals). 
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The lag plot shown in Figure 21 shows how well we were able to fit the relationship between the energy 

consumption data (30-minute interval), and the same data shifted by 48 time-intervals (one full day). 

 

Figure 21 Lag plot of energy consumption for the French pilot 

The weight (coefficient) for the model is 0.804, while the intercept is 0.0488 forming the following 

relationship: 

y = 0.804x + 0.0488 

The coefficient of determination (R2) for the model is 0.646 or 64.6%, which outperforms the R2 of the 

multivariate regression model, as seen in the previous section. The RMSE is 0.179. 

 

Figure 22 shows how the forecasts now respond to the behavior of the series in the recent past. 

 

 

Figure 22 Time plot of actual and predicted energy values at the French pilot 

The dots represent the actual datapoints, while the blue lines the predicted ones. One may notice that the 

predicted values are in general close to the actual ones. 

 

 Convolutional Neural Networks 

In this section, we use a deep learning model applied to time series forecasting (CNN model) and we 

compare its performance to the linear regression models presented in the previous sections. The energy 

consumption data points (30-min granularity) are 30000 (625 days) for this specific residential case of 

the French pilot. The size of the dataset is satisfactory to train the CNN deep learning algorithm. 
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To evaluate this neural network, we used 29328 datapoints (611 days) as our train set, while 672 

datapoints (14 days) were used as the test set. 

The RMSE across all 48 forecast 30-minute intervals is 0.012. This is a remarkable result and implies 

that the predicted values for the 48 30-min intervals have on average only a 0.012 kWh difference 

compared to the actual values of the test set. A plot of the 30-min RMSE across all 48 forecast intervals 

is given in Figure 23 below. 

 

 

Figure 23 Line plot of RMSE for the 48 (30-minute) predicted intervals for the French pilot 

Figure 23 shows the RMSE for each one of the 48 predicted 30-minute time intervals. As the dataset 

starts from 12:00 am, the first step corresponds to this time, with the final 48th step corresponding to 

11:30 pm. The higher RMSE values show that in general these specific time intervals are harder to 

predict. Thus, the results indicate that already from 7:00 am in the morning the prediction becomes 

harder, while the most difficult time intervals to predict are 12:30 pm, 2:30 pm and 4:00 pm. 
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6. Cypriot Pilot (UCY) 

6.1 Introduction 

The campus of UCY is participating in the DRIMPAC project considering its energy production and 

consumption mix. In this section we give a detailed description of the UCY pilot premisses along with 

any changes that have occurred on the pilot site at proposal level and the actual pilot implementation 

activities. At the proposal level a description of the University of Cyprus was given as a complex of 

buildings comprising of 17 tertiary buildings that span a broad variety of typologies and uses. The total 

built area exceeds 80,000 sqm, the majority of which is devoted to offices and educational facilities. 

These buildings are used by more than 1500 personnel and many hundreds of students on a daily basis. 

All buildings combined annually consume about 7,800 MWh of electricity as an end-use for a cost of 

more than €1M. They also consume 15,700 MWh of heat/cold which costs just under €1M. Several roof-

top PV installations of 70, 176, 148, 150, 138 kWp are already operational in several campus buildings 

and a solar park of 10MWp was under commissioning within the campus. Furthermore, the installation 

of four new 250kWp heat pumps was planned. In order to complement the heating, cooling and energy 

needs of the campus, a 500kW CHP unit was planned to be procured and installed within 2017. In the 

same time frame, the university also planned to possess a fully operational electro-chemical battery of 

1MWh to provide the storage capacity for maximum use of intermittent electricity generation and move 

the campus a step closer to self-sufficiency and grid services provision. UCY also operates the campus 

network as a micro-grid and has installed a central energy management system overseeing buildings 

operations including with supervisory control capabilities. 

 

Table 13 provides a detailed description of the current and updated status of the Cypriot pilot premises. 

Table 13 Updated pilot size - Cyprus 

Types and 

no. of 

building 

DRIMPAC 

Customers 

Number 

of 

End-

users 

Energy 

sources 

Assets Self-

consumption 

Use cases 

17 tertiary (3 

controllable 

+ 14 

monitored) 

1 residential 

1 nanogrid 

(DER) 

Administration 

Building – ADM 

(Tertiary) 

 

245 

 

Electricity 

District 

Heating 

Electricity, 

district 

heating, PV, 

electro-

chemical 

storage, 

BMS, 

micro-grid, 

Smart Home 

solutions 

District-level 

Self-

consumption  

(PVLT 

nanogrid) Library Building 

(Tertiary) 

 

300 

 

Faculty of 

Economics and 

Management – 

FEB (Tertiary) 

290 

UCY Residential 

Blocks 

(Residential) 

208 

PV Technology 

Laboratory 

nanogrid (Large 

DER) 

28 
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6.2 Exploratory data analysis 

For the Cypriot pilot, the only available data came from the PV Technology Laboratory through the 

REST API4, starting from the beginning of August 2021. Thus, we requested additional data from the 

Cypriot pilot to better evaluate our forecast models and perform a reliable exploratory data analysis. 

The analysis was performed for the Faculty of Economics and Business and the data covered a period of 

566 days in total, starting in January 2019 until July 2020. However, there are some important differences 

regarding the predictor variables, compared to the cases analyzed for the other pilots: 

• There was no data available for the luminance. Thus, we included a different metric, the Global 

Horizontal Irradiance (GHI). 

• The data about temperature and humidity represent environmental and not ambient values. 

 

Figure 24 shows several descriptive statistics for the obtained dataset. The available statistics include the 

mean values, standard deviation, the minimum and maximum values, as well as three quartiles (25%, 

50% and 75%). 

 

Figure 24 Descriptive statistics for the Cypriot pilot 

There is a total of 54336 datapoints, each one corresponding to a 15-minute interval providing 566 days 

of information. The average power consumption (for the period of 30 minutes) is 31.24 kWh, while the 

maximum is 79.06 kWh and the minimum -10.05 kWh. The negative sign implies energy production 

instead of consumption. The total energy consumption is 1697.6 MWh. The average environmental 

temperature is 24.91 degrees Celsius, with the minimum temperature reaching 4.13 degrees and the 

maximum 51.12. The average relative humidity is 65.11% with the lowest value being 4.83% and the 

highest 100%. Finally, the average global horizontal irradiance is 227 W/m2. 

 

The line plots for all the available metrics are presented in Figure 25. 

  

 
4 By November 15th , 2021 
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Figure 25 Line plots for energy (kWh), temperature (oC), relative humidity (%) and global 

horizontal irradiance (W/m2) at the Cypriot pilot site 

The energy consumption plot shows an increased energy consumption during the winter months. The 

temperature plot illustrates a seasonal pattern, with higher values appearing during the summer period. 

The global horizontal irradiance shows a similar to the temperature seasonal pattern, as expected. 

 

Figure 26 illustrates the histogram plots for all four variables (energy consumption, temperature, relative 

humidity, global horizontal irradiance). 

  

  

Figure 26 Histogram plots for energy, temperature, relative humidity, and global horizontal 

irradiance at the Cypriot pilot site 

Most data points lie between the area of 20 kWh and 30 kWh for the histogram of energy consumption. 

The data points density is gradually decreased as the value of the energy increases. The temperature 

histogram shows that data points are similarly distributed for temperature values between 15 and 32 

degrees. The datapoints for higher temperatures are significantly lower. The histogram of humidity 

shows an increased density of data points for values higher than 70%. 
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Figure 27 illustrates the correlation heatmap of the variables. 

 

Figure 27 Correlation heat map among energy, ambient temperature, relative humidity, and 

global horizontal irradiance at the Cypriot pilot site 

The energy variable does not seem to have any significant correlation with any of the other three 

variables. On the other hand, one may notice a strong correlation between temperature and the global 

horizontal irradiance and a stronger (but negative) correlation between temperature and humidity. 

6.3 Energy baseline 

We implement three approaches to estimate the energy baseline. That is, the multivariate regression 

analysis, the univariate linear regression applying the lag feature, and the convolutional neural networks. 

After the implementation of each model, we evaluate and compare their efficiency using the 

corresponding metrics. 

 Multivariate Regression Analysis 

For the multivariate regression analysis, we used 70% of the available data as our train set, while the rest 

30% was our test set. Table 14 shows the linear coefficients for the multivariate linear regression models 

for the energy consumption in the residential apartment of the Cypriot pilot site. 

Table 14 Linear model coefficients for energy consumption in the residential apartment of the 

Cypriot pilot 

Index Coefficient Value Intercept 

1 Temperature -0.069  

28.2 2 Relative humidity 0.084 

3 Global horizontal irradiance 0.0012 

 

The coefficient of determination is -0.105 which implies that the predictor variables cannot explain any 

of the variance in the response variable (energy). The root mean square error is 13.46. Considering that 

the mean value of the energy consumption (for the whole dataset and for the period of 15 min) is about 

31.24 kWh (Figure 24), the value of the RMSE is not adequate. Both metrics confirm that for the specific 

case, the temperature, the relative humidity, and the global horizontal irradiance are not good predictors 

for the energy consumption and the multivariate regression model was not able to capture the time 

dependency which is the main characteristic of a time-series dataset. This is not a surprising result, as we 

had seen during the EDA earlier (Figure 27) that energy consumption was not significantly correlated 

with any of the other predictor variables. 

 

 Univariate Linear Regression with Time Series 

In this section we implement a univariate linear regression model using the lag feature. That is, we only 

use the historical data of energy consumption, shifted by a period of one day (96 15-min time intervals). 

The lag plot shown in Figure 28 shows how well we were able to fit the relationship between the energy 

consumption data (15-minute interval), and the same data shifted by 96 time-intervals (one full day). 
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Figure 28 Lag plot of energy consumption for the Cypriot pilot 

The weight (coefficient) for the model is 0.623, while the intercept is 11.79 forming the following 

relationship: 

y = 0.623x + 11.79 

The coefficient of determination (R2) for the model is 0.388 or 38.8%, which outperforms the R2 of the 

multivariate regression model, as seen in the previous section. The RMSE is 10.52, a value which 

outpaces the RMSE of the multivariate regression model (13.46), as seen in the previous section. 

 

Figure 29 shows how the forecasts now respond to the behavior of the series for the whole data set. 

 

Figure 29 Time plot of actual and predicted energy values at the Cypriot pilot 

The dots represent the actual datapoints, while the blue lines the predicted ones. One may notice that in 

general, the predicted values are in general close to the actual ones. However, due to the high density of 

the data points, the observation is difficult. 

Figure 30 illustrates the same time plot, but only for a predicting period of one week (672 15-min time 

intervals). 
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Figure 30 Time plot of actual and predicted energy values for a period of one week at the Cypriot 

pilot 

In Figure 30 it is much easier to realize the performance of the predicting algorithm compared to the 

actual values. 

 

 Convolutional Neural Networks 

In this section, we use a deep learning model applied to time series forecasting (CNN model) and we 

compare its performance to the linear regression models presented in the previous sections. The energy 

consumption data points (15-min granularity) are 54336 (566 days) for this specific case of the Cypriot 

pilot. The size of the dataset is considered adequate to train the CNN deep learning algorithm. 

 

To evaluate this neural network, we used 51648 datapoints (538 days) as our train set, while 2688 

datapoints (28 days) were used as the test set. The plethora of the datapoints allowed us to predict this 

longer period (4 weeks). 

The RMSE across all 96 forecast 15-minute intervals is 2.368. This is a very satisfactory result and 

implies that the predicted values for the 96 15-min intervals have on average only a 2.368 kWh difference 

compared to the actual values of the test set (remember that the mean energy consumption for the 15-

min time interval is 31.24 kWh). A plot of the 15-min RMSE across all 96 forecast intervals is given in 

Figure 31 below. 

 

Figure 31 Line plot of RMSE for the 96 (15-minute) predicted intervals for the Cypriot pilot 

As the dataset starts from 12:00 am, the first step corresponds to this time, with the final 96th step 

corresponding to 11:45 pm. The higher RMSE values show that in general these specific time intervals 

are harder to predict. Thus, the results indicate that from midnight to around 5:00 am, the forecast is more 

accurate. The period from 5:00 am to 2.30 pm is the harder to predict, as the RMSE is gradually increased 

during this period. Afterwards, a sharp drop to the values of the RMSE occurs, until around 7.15 pm. 



H2020 Grant Agreement Number: 768559 

Document ID: WP4 / D4.7  
 

                                                                              Public Page 42 

 

The RMSE starts increasing again from 7.15 pm onwards, reaching a second peak (much lower however 

compared to the first one) at around 9:00 pm, before starting to fall again. 
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7. Conclusion 
The main scope of this deliverable was to provide a report on the pre-evaluation deployment and data 

gathering activities, aiming to establish the proper on-site operation of the system and estimate the 

baseline at the pilot sites. The methodology to achieve this describes all the steps followed towards the 

baseline estimation. 

The first step was to retrieve the data using a dedicated REST API, which communicated all the data 

received from the installed smart boxes and smart meters across the pilot sites. Afterwards, the useful 

data points had to be filtered, cleaned, and put in the right form for the data analysis. 

The second step was to perform an exploratory data analysis for all cases, before running the actual 

models to reveal the structure of the data and detect empirical phenomena. For example, in more than 

one cases, the exploratory data analysis “warned” us that the results of the multivariate regression 

analysis will be poor. 

Finally, in the third step we tested our models using actual data and compared their performance. The 

three different models we developed were: (i) a multivariable linear regression model which predicts the 

baseline energy consumption based on a number of independent variables, (ii) a univariate linear 

regression model with time series using the lag feature and, (iii) a deep learning Convolutional Neural 

Network model. We chose the root mean squared error as the main metric to compare the performance 

of each model. The root mean squared error is more punishing of forecast errors and its main advantage 

is that its units are the same as the value that is predicted. 

As it happens usually with the data analysis, the quality and the number of available data were the two 

main factors affecting the quality of the results. The multivariate regression analysis model was reliable 

only for one case (German pilot). The obtained results for the rest of the cases were not satisfactory as in 

general the multivariate regression analysis failed to capture the time-dependency, which is the main 

feature of a time-series variable. The univariate regression analysis using the time-shift feature is a good 

alternative to the multivariate analysis, especially when there is no plethora of available data. On the 

other hand, the convolutional neural networks models outperformed the regression analysis models in all 

cases. Especially for the pilot sites for which a significant amount of data was available (France, Cyprus), 

this deep learning technique achieved remarkable results. 
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